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Abstract. This paper proposes a coalition logic to reason
about the power of influence of groups of agents in social
networks. We focus on threshold models, where agents are
influenced into adopting a new product or behaviour as soon
as enough of their direct network-neighbours have adopted it
already. We introduce the syntax and semantics and illustrate
how it captures the ability of (groups of) agents to trigger
cascading effects in the network. We discuss some properties
featured by the new logic, some of which are directly inherited
from the underlying standard Coalition Logic, and some that
are novel.

1 Introduction

When modeling how new technologies, trends, opinions, be-
haviours, or products spread in social networks, threshold
models [9] are one of the most ubiquitous types of models in
social network analysis. In such models, agent are assigned in-
fluenceability thresholds, representing how much conformity
pressure is needed to influence them into adopting the new
behaviour. According to the corresponding threshold rule, an
agent will adopt the new behaviour at the next time-step if the
fraction of her neighbours who have adopted it already meets
her influenceability threshold. For instance, if her threshold
is 1

2
, she will be influenced into adopting the new behaviour

as soon as at least half of her direct neighbours in the social
network have.

Threshold models are synchronous, in the sense that all
agents update their behaviour at the same time, and deter-
ministic. Moreover, they are typically restricted to a finite,
unchanging non-weighted, undirected and irreflexive network
of influence, coupled with a unique spreading behaviour, that
can never be unadopted, and a uniform threshold among all
agents. Nevertheless, there are variants in the literature which
relax some of those simplifying assumptions (see, for instance,
[14, 12, 10, 2]). In this paper, while we will restrict ourselves
to deterministic and synchronous influence on finite, unchang-
ing, undirected and non-weighted network too, we will allow
for several behaviours to spread in parallel and for each agent
to have a different threshold for each of these behaviours.

The step-by-step social influence process in threshold mod-
els, generated by the iterated application of the above thresh-
old rule, is also known to correspond to the best response
dynamics of an iterated neighbours-coordination game in the
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network (see [7, Chapter 19] or [4, Section 2] for more detail).
The resulting snow-balling diffusion dynamics, or “adoption
epidemics”, is typically described as a cascade, and when an
initial group of adopters triggers all agents in the network into
adopting the new trend, the cascade is said to be complete.
Otherwise, the cascade is said to be partial or limited.

The following well-known “cluster-cascade theorem” char-
acterises the conditions for complete cascades: they occur
if and only if there is no cluster of non-adopters of density
greater than 1 minus the threshold [12],[7, Chapter19.3]. This
means, that, for instance, if the (uniform) threshold is 1

2
, any

group of agents such that they have not adopted the behaviour
and have each 3 neighbours in the group but only two out-
side of the group can never be triggered into adopting the
behaviour.

As illustrated by this theorem, when reasoning about cas-
cades in social networks, the ability of a group of individuals
to trigger a cascade is a key issue. For example, if we know
which agents are able to trigger a complete cascade, or can
influence, through a limited cascade, a certain agent whose
behaviour we are interested in affecting, then we can focus
our entire attention (say, for instance, our marketing budget,
or propaganda effort) on getting those very agents to become
early adopters.

Consider the network in Figure 1 below as an example, and
assume that the threshold rule is applied iteratively (and syn-
chronously) with a uniform threshold of 1

2
. If agents j and k

are the first adopters of a new behaviour, they will first trigger
group {i, l} into adopting the behaviour too, who triggers m,
who triggers p, who triggers o, who triggers n, who triggers s,
who triggers r, who triggers q, who triggers h, who finally trig-
gers g. The second part of the figure shows the result of group
{j, k} initially adopting the new behaviour, after iteratively
applying the threshold rule until nothing changes anymore.
The resulting cascade is not complete. In light of the cluster-
cascade theorem above, this is not surprising a result, since
everybody in the the group {a, b, c, d, e, f} has more friends
inside the group than outside, they can never be influenced
by only outsiders into adopting the new behaviour.

In terms of the cascading ability of groups, we can make
the following observations:

• {j, k} has the ability to make agent g change her behaviour,
i.e., if j and k adopt the new behaviour, it will trigger a
(limited) cascade that will make g adopt it too.

• {j, k} has the ability to make all direct neighbours of n
change their behaviour.

• {j, k} does not have the ability to make all direct neigh-
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Figure 1. A social network of 19 agents. Let the threshold for
adopting the new behaviour be θ = 1

2
for all agents. The model

on top represents the state where only agents j and k have
adopted the new behaviour, while the model below represents the

state resulting from iterating the threshold influence rule until
nothing changes anymore. The coalition {j, k} has the power to

influence all agents in set {g, h, i, j, k, l,m, n, o, p, q, r, s} into
adopting the behaviour but no agent in set {a, b, c, d, e, f}, and

therefore does not have the ability to trigger a complete cascade.

bours of g change their behaviour.
• {j, k} has the ability to make all agents in set
{g, h, i, j, k, l,m, n, o, p, q, r, s} adopt the behaviour but
none of the agents in set {a, b, c, d, e, f}.

• {j, k} does not have the ability to trigger a complete cas-
cade.

Note that, while the initial group of adopters {j, k} cannot
trigger a complete cascade on its own, adding just one initial
adopter would be sufficient to trigger one:

• The group {d, j, k} has the ability to trigger a complete
cascade.

To capture formally the above described notion of abil-
ity, we will use coalition ability operators of the form 〈[C]〉]φ,
known from coalition logic [13] and with the intuitive meaning
that group C has the ability to make φ come true. This will
allow us to reason about the ability (or power) of (groups of)
agents in social networks when it comes to triggering cascades
by adopting certain behaviours.

The rest of the paper is structured as follows: Section 2
introduces the syntax of our logic, while Section 3 gives its
semantics. Section 4 then illustrates the meaning of our for-
mulae with some examples. Section 5 introduces some validi-
ties and validity preserving principles of the newly defined
system. Finally, section 6 discusses related work and direc-
tions for further research.

2 Language

The language is parametrised by a finite set N of agents, and
a set Π of behaviours and is defined by the following grammar.

φ ::= p | ¬φ | φ ∧ φ| | 2φ | 2∗φ | 〈[C]〉φ

where p ∈ Π and C ⊆ N .
Intuitively, p means that the current agent has adopted be-

haviour p; 2φ means that all of the current agent’s neighbours
satisfy φ; 2∗φ means that all agents reachable through a chain
(of zero or more links) of neighbours from the current agent
satisfy φ; 〈[C]〉φ means that C has the ability to make φ true
in the following sense: C can adopt behaviours in such a way
that no matter how the agents outside of C adopt behaviours,
φ is guaranteed to be true after the potentially resulting cas-
cade.

We write 3 for ¬2¬ and [〈C〉] for ¬〈[C]〉¬, in addition to
the usual propositional abbreviations.

3 Semantics

The class of models is also parametrised by the finite set N
of agents and the set Π of behaviours.

A model over N and Π is a tuple M = (R, θ, V ) where R ⊆
N × N is a binary relation on the set of agents representing
social connections, such that R is symmetric and connected3,
θ is a threshold function mapping each agent a ∈ N and
behaviour p ∈ Π to a rational number such that 0 ≤ θ(a, p) ≤
1 representing agent a’s threshold with respect to adopting

3 There is a path between any pair of nodes. Since we are primarily
interested in cascades we assume connectedness.



behavior p, and V : Π → 2N is a valuation function telling
which agents currently have adopted which behaviours.

A main concern in defining the semantics of the language is
model updates caused by, first, a group of agents changing one
or more of their behaviours, and, second, the possible cascade
that this triggers, under iterative applications of the threshold
rule.

When C ⊆ N we write

V ∼C V ′

to say that valuation functions V and V ′ agree for all agents
except C, i.e.,

V ∼C V ′ ⇔ ∀p ∈ Π ∀a ∈ N \ C
(
a ∈ V (p)⇔ a ∈ V ′(p)

)
Intuitively, in a model M ′ = (R, θ, V ′), C can unilaterally
change the valuation function to a V ′ such that V ′ ∼C V .

We say that a model is stable if it does not change under
application of the threshold rule (i.e., if M = M ′, where M ′ =
(R, θ, V ′) and V ′ is the result of applying the treshold rule
with respect to all behaviours p ∈ Π to V on the network R).

Given a model M = (R, θ, V ), a behaviour p and a set
of agents C, we are interested in finding the set of agents
adopting p after a possible cascade caused by C adopting p.
Let cascade(R, θ,B, p) be the set of agents who will eventu-
ally adopt behaviour p if all and only the agents in B ini-
tially adopt p, in a network with relation R and threshold
assignment θ, through iterated applications of the threshold
rule until nothing changes anymore. For example, if N and
R are the sets of agents and the relation in Figure 1 and
θ(a, p) = 1

2
for all a ∈ N , then cascade(R, θ, {j, k}, p) =

{g, h, i, j, k, l,m, n, o, p, q, r, s}.
More precisely, the function cascade(R, θ,B, p) returns the

fixed point of the diffusion sequence obtained by applying iter-
atively the threshold rule with respect to θ in a network with
relation R, where the set of agents who have adopted p is B.
Let us write R(a) to denote the set of direct neighbours of a,
i.e., R(a) = {b ∈ N |(a, b) ∈ R}. We define cascade(R, θ,B, p)
in terms of stepn(R, θ,B, p), the set of agents who will have
adopted p after exactly n applications of the threshold rule:

step0(R, θ,B, p) = B

stepn+1(R, θ,B, p) =

stepn(R, θ,B, p) ∪ {a ∈ N : |R(a)∩stepn(R,θ,B,p)|
|R(a)| ≥ θ(a, p)}

and
cascade(R, θ,B, p) =

⋃
i≥0

stepi(R, θ,B, p)

When M = (R, θ, V ), we write M† to denote the updated
model where all cascades (for all primitive propositions) have
played out. Formally,

M† = (R, θ, V ′)

where for any p ∈ Π

V ′(p) = cascade(R, θ, V (p), p).

Note that the model update is a stable model.
Satisfaction of a formula φ at an agent a ∈ N in a model

M = (R, θ, V ) is then defined as follows.

M,a |= p iff a ∈ V (p)
M,a |= ¬φ iff M,a 6|= φ
M, a |= φ ∧ ψ iff M,a |= φ and M,a |= ψ
M, a |= 2φ iff ∀b ∈ N : sRt⇒M, b |= φ
M, a |= 2∗φ iff ∀b ∈ N : sR∗t⇒M, b |= φ

M, a |= 〈[C]〉φ iff ∃V ′ ∼C V ∀V ′′ ∼C\{a} V
′, (R, θ, V ′′)†, a |= φ

where R∗ is the reflexive, transitive closure of R and C =
N \ C.
〈[C]〉φ means that C can change their valuation (of zero or

more behaviours) such that no matter how the agents oustide
C change their valuations as well, φ is guaranteeed to be true.
This is in fact equivalent to the following:

M,a |= 〈[C]〉φ iff ∃V ′∀V ′′ ∼C V ′, (R, θ, V ′′)†, a |= φ

– also showing that the meaning of 〈[C]〉φ is in fact indepen-
dent from the current valuation.

The class of models we are interested in is the class of stable
models. We say that φ is valid, and write |= φ, when M,a |= φ
for every a and every stable model M .

The semantics of 〈[C]〉φ says that C can adopt behaviours
in such a way that no matter how the other agents adopt
behaviours, φ is true after the potentially resulting cascade.
This “no matter what the other agents do” notion of ability
is well known from game theory, and is the defining notion
of ability in coalition logic. It also plays a natural role when
reasoning about the ability of agents in a social network to
trigger cascades: if we can control adoption by agents in C,
for example by focussing our advertisement budget on them,
the goal φ is guaranteed to be true no matter if the other
agents, whom we cannot control, are initial adopters or not.

Thus, it is important to note that there are several pos-
sible cascades resulting from a choice of initial adoption of
behaviours by C, depending on what the other agents do,
and 〈[C]〉φ means that φ is guaranteed to be true after any
of them. If φ is a behavioural atom p, then the “no matter
what the other agents do” part does not matter – adoption
through cascades is monotonic, the other agents can never do
anything to spoil it. We now make this precise through the
following Lemma 1.

Let MC↪→p be the result of C adopting p in M , and the cas-
cade that potentially follows. Formally, when M = (R, θ, V ),
MC↪→p = (R, θ, V ′) where V ′(p) = cascade(R, θ, C ∪ V (p), p)
and V ′(q) = V (q) for q 6= p. We have the following:

Lemma 1 For any M , a, C and p:

M,a |= 〈[C]〉p iff MC↪→p, a |= p

In other words, 〈[C]〉p means that if C adopts p then the
current agent will adopt p. Thus, for single behaviours φ = p,
the exists-forall semantics of the 〈[C]〉φ collapses – not to just
a single quantifier, but to no quantifiers at all. This is not the
case, however, for more complex formulas φ, as we will see.
In particular, agents outside of C can spoil the achievement
of lack of adoption, φ¬p. Furthermore, “no matters what the
other agents do” generally can lead to several possible out-
comes, as in Figure 2 and discussed below.

Note that, since we have assumed symmetry and connect-
edness, R∗ in fact plays the role as the universal modality:



M,a |= 2∗φ iff M, b |= φ for all b ∈ N iff M |= φ. In partic-
ular, 2∗p means that everyone has adopted the behaviour p,
e.g., the result of a complete cascade.

4 Examples

Let N be the set of agents in Figure 1, p ∈ Π, and M =
(R, θ, V ) be such that R is the relation in the figure and
V (p) = ∅ (i.e., the model as in the figure but where no agents
have adopted behaviour p yet). We have that:

• M, i |= 〈[{j, k}]〉p: j and k have the joint ability to make i
adopt p.

• M, j |= 〈[{j, k}]〉2p: j and k have the joint ability to make
all of i’s neighbours adopt p.

• M, j |= ¬〈[{j, k}]〉22p:j and k do not have the joint ability
to make all neighbours of all of i’s neighbours adopt p.

• M, j |= ¬〈[{j, k}]〉2∗p: j and k do not have the joint ability
to trigger a complete cascade.

• M, j |= 〈[{d, j, k}]〉2∗p: d, j, k have the joint ability to trig-
ger a complete cascade.

5 Logical Properties

We now move on to investigate universally valid properties
expressible in the language, in terms of valid formulae.

We first observe that the logic contains a Coalition Logic
[13] – it satisfies all the axioms and rules of Coalition Logic
with respect to the 〈[C]〉 modalities:

Proposition 1 The following are valid/validity preserving
on the class of stable models.

1. 〈[C]〉> (Liveness)
2. ¬〈[C]〉⊥ (Safety)
3. ¬〈[∅]〉¬φ→ 〈[N ]〉φ (N-maximality)
4. 〈[C]〉(φ ∧ ψ)→ 〈[C]〉φ (Outcome monotonicity)
5. (〈[C1]〉φ1∧〈[C2]〉φ2)→ 〈[C1∪C2]〉(φ1∧φ2) when C1∩C2 = ∅

(Superadditivity)
6. If φ↔ ψ is valid, then 〈[C]〉φ↔ 〈[C]〉ψ is valid (RG)

Our 〈[C]〉 modalities do however also have additional prop-
erties that the standard coalition modalities do not have.

Proposition 2 The following are valid on all stable models
(for any p, q ∈ Π).

1. 〈[N ]〉p
2. ¬〈[∅]〉p
3. 〈[C]〉¬p↔ ¬〈[C]〉p
4. 〈[C]〉(p ∧ q)↔ (〈[C]〉p ∧ 〈[C]〉q)
5. 〈[C]〉(p ∨ q)↔ (〈[C]〉p ∨ 〈[C]〉q)
6. 〈[C]〉(¬p ∨ ¬q)↔ (〈[C]〉¬p ∨ 〈[C]〉¬q)
7. 〈[C]〉(p ∨ ¬q)↔ (〈[C]〉p ∨ 〈[C]〉¬q)
8. 〈[C]〉〈[D]〉φ↔ 〈[D]〉φ

The reader might have noticed that several of the proper-
ties above have the form of reduction axioms, known from,
e.g., dynamic epistemic logic [16]. In particular, we see that
the 〈[C]〉 modalities have several distributive properties. For
example, they distribute over both disjunction and conjunc-
tion of atomic behaviours. These properties do not, however,

hold in general when p or q are replaced by general formulas.
While they also hold for negations of atomic behaviours, they
do not hold for, e.g., disjunctions of conjunctions.

To see that 〈[C]〉 does not distribute over disjunction in gen-
eral, consider the formula

φ = 〈[C]〉((p ∧ q) ∨ (¬p ∧ r))

and let M be as illustrated in Figure 2 and C = {b}. We have
that M,a |= φ: b can adopt both q and r, which will make a
adopt both q and r as well. a might adopt p as well, depending
on what {c, d} do, but in either case p ∧ q or ¬p ∧ r will be
true in a. However, neither 〈[C]〉(p ∧ q) nor 〈[C]〉(¬p ∧ r) hold
in a: b cannot control whether or not a adopts p. Thus, 〈[C]〉
does not distribute over disjunction.

a c

b

d

Figure 2. Model M . θ(a, p) = 2
3

, θ(a, q) = θ(a, r) = 1
3

.

We now move on to properties of 2 and 2∗ and their in-
teraction properties with the 〈[C]〉 modalities. We have the
following.

Proposition 3 The following are valid on all stable models
(p ∈ Π).

1. 2p→ p (upper threshold)
2. ¬φ→ 2¬2φ (symmetry)
3. 〈[C]〉2φ→ 2〈[C]〉φ
4. 〈[C]〉2∗φ→ 2∗〈[C]〉φ
5. 3〈[C]〉φ→ 〈[C]〉3φ

The first of these properties says that the upper limit of
the threshold (fraction) is 1; in a stable model, if all your
neighbours have adopted then so have you. The second is the
standard axiom for symmetry of the social relation. The last
property above says that if the current agent has a neighbour
who, after any cascade triggered by a choice of the agents
in C, is guaranteed to satisfy φ, then after any such cascade
the current agent has a neighbour satisfying φ. This does not
hold in the opposite direction: if 〈[C]〉3φ holds, then there is a
choice by C such that after any resulting cascade (depending
on initial choices by the other agents) the current agent has
a neighbour satisfying φ – but it is not necessarily the same
neighbour no matter what the other agents do. This distinc-
tion is similar to the de re/de dicto distinction that comes up
in reasoning about knowledge and coalitional ability [1]. The
other directions of the box variants do not hold as well, for
similar reasons.



6 Discussion

When it comes to related work, this paper relates most closely
to [4] on the one hand and to [6, 3] on the other hand. The
former, [4], offers the first logical model of threshold diffusion
in social networks. It differs from our approach by the fact
that it uses atomic propositions to describe who is a neigh-
bour of whom, and uses a unique dynamic modality [adopt]ϕ
to model explicitly the step-by-step diffusion process, where
the corresponding update model is obtained by applying the
threshold diffusion rule to all agents once. In contrast, our
language can only talk explicitly about the fixed point of such
diffusion processes. This is also the case of [6] and [3], both
of which model the ability of a set of agents, in case they all
adopt a new behaviour, to eventually influence all agents in
another set into adopting it too. There is a trade-off between
expressivity and simplicity of the corresponding logics: the
succinct languages of “ability systems”, such as ours, [6], and
[3], cannot capture what happens “after two time-steps” for
instance, contrary to the more fine-grained model of [4]. How-
ever, since the ability systems abstract further away from the
details of thresholds, they avoid having a different axiom for
each assignment of thresholds to the agents, which is needed
in [4].

Note that, contrary to the systems discussed so far, ours
also includes the social network modality quantifying over
network-neighbours, to be able to talk about (the behaviour
of) one’s neighbour’s neighbours, for instance, as first intro-
duced by [15] and further used in, among others, [5, 11, 8].

Most importantly, to the best of our knowledge, this pa-
per is the first to introduce coalition logic for social networks.
Given both the commonplace use of coalition logic in the con-
text of games, and the typical game-theoretic interpretation
of threshold models as best response dynamics of iterated co-
ordination games on networks, it seems particularly natural to
apply coalition operators to threshold models. The resulting
logic is simple, yet expressive enough to describe, for instance,
complete cascades.

By studying valid properties we have shed some light on the
principles of reasoning about coalitional ability in threshold
models. The most obvious open problem for future work is
a completeness result. It would be natural to start with a
fragment of the language. The fragment without 2 or 2∗ is of
particular interest: while it cannot express ability to trigger
a complete cascade, it can still express interesting properties,
and it is a coalition logic – the language is exactly that of
coalition logic. It has an equivalent neighbourhood semantics,
characterised by a class of so-called playable coalition models
[13] (a proper subclass of all coalition models). In a sense,
a complete axiomatisation of the validities of this language
would give us the most basic principles of reasoning about
ability in networks.

Going in the other direction, increasing the expressive
power, is also of interest. One idea is to to generalise 〈[C]〉
to 〈[C : α]〉, where α is a propositional formula over the set of
behaviours Π. The idea is that, for example, 〈[C : p ∨ q]〉φ is
true if φ is guaranteed to be true if each agent in C adopts
either p or q. This could be useful to reason about situations
where, e.g., I know that I can make everyone in a certain
group adopt either product p or product q (but do not nec-
essarily know who would adopt which), and want to reason

about the possible cascades that this might trigger.
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[6] Zoé Christoff and Pavel Naumov, ‘Diffusion in social networks
with recalcitrant agents’, Journal of Logic and Computation,
29(1), 53–70, (12 2018).

[7] David Easley and Jon Kleinberg, Networks, Crowds, and
Markets: Reasoning About a Highly Connected World, Cam-
bridge University Press, New York, USA, 2010.

[8] Patrick Girard, Jeremy Seligman, and Fenrong Liu, ‘General
dynamic dynamic logic’, in Advances in Modal Logic, Volume
9, eds., Thomas Bolander, Torben Brauner, Silvio Ghilardi,
and Lawrence Moss, 239–260, College Publication, (2012).

[9] Mark Granovetter, ‘Threshold Models of Collective Behavior’,
American Journal of Sociology, 83(6), 1420–1443, (1978).

[10] David Kempe, Jon Kleinberg, and Éva Tardos, ‘Maximizing
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