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Abstract. In this paper, we present a distributed ledger structure
to model trustworthiness assessment in public debates. This proposal
has several aims. First, the ledger offers a register for opinion de-
bates, to account for previously held positions by participants. Sec-
ond, the model guarantees each participant the right to access the
debate, at the same time establishing priority on the basis of an ac-
quired level of trustworthiness. Third, it grants a dynamic debate,
where previously held positions can be revised. Fourth, the struc-
ture models a dynamic notion of source trustworthiness, depending
on other agents’ assessments and on the source ability to remain up-
dated on the opinions available in the debate. Finally, it requires par-
ticipants to the debate to be informed and knowledgeable about the
opinion of other participants. A demonstration of the resulting ledger
is provided by means of an IPython/Jupyter notebook.

1 Introduction
Concepts such as (negative) trust and trustworthiness are crucial in
several real and digital environments in which human and artificial
agents exchange information: they are used to reduce complexity,
or where the community is partitioned in possibly opposing groups
like in social networks, discussion groups, and scientific commu-
nities. Recently, the rise of cryptocurrencies and distributed ledger
technologies like Bitcoin [8], RaiBlocks/Nano [7], Byteball [5] and
Iota [1], has provided a new way of implementing these notions for
verified transactions suitable for cyber-physical systems and the In-
ternet of Things, which have found application in smart cities [6] and
robotics [11]. Less explored is the application of ledger technologies
to platforms dedicated to topic discussions by commenting on docu-
ments.

In this paper, we present a distributed ledger structure to model
trustworthiness assessment in public debates. This proposal has sev-
eral aims. First, the ledger can provide opinion debates with a register
that accounts for previously held positions by participants. Second,
the model guarantees each participant the right to access the debate,
at the same time establishing priority on the basis of an acquired level
of trustworthiness. Third, it grants a dynamic debate, with the possi-
bility to revise previously held positions. Fourth, the structure mod-
els a dynamic notion of source trustworthiness, depending on other
agents’ assessments and on the source ability to remain updated on
the opinions available in the debate. Finally, it requires participants
to the debate to be informed and be knowledgeable of other partic-
ipants’ opinions. We believe these are all desirable properties of an
open platform for public debates.
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To obtain a model which guarantees our aims, we proceed
with an appropriate modification of the formal model for trust-
worthiness assessment presented in [2], based on the proof system
(un)SecureND [10], which provides a mechanism to deal with fail-
ing consistency. The resulting notion of trustworthiness for any given
participant S to a debate is based on three main dimensions:

• Popularity: the number of sources referring to S; this value is used
as an indicator of how much S’s view is known in the debate;

• Knowledgeability: the number of sources to whom S refers,
parametrized by their trustworthiness values; this value is used as
an indicator of S’s knowledge of other views, where knowing the
view of a more trustworthy participant is considered more valu-
able than that of a less trustworthy one;

• Reputation: the proportion between positive and negative assess-
ments of S’s opinion by other participants, parametrized by their
trustworthiness values; this value is used as an indicator of the
overall assessment of S’s view in the debate.

The model presented in this paper extends this definition of
trustworthiness with an implementation of a partially decentralised
ledger, which in turn modifies the graph structure presented in [9],
and which is applied to a notion of trust in [3]. In such a model, par-
ticipants are in a queue to enter the ledger and their current trustwor-
thiness value expresses their probability to be selected. In this first
sense, trustworthiness expresses a proof of stake for the agent to be
authorised to enter the ledger, and it is computed by the ledger itself
and transparent to all its nodes. Once a node has been accepted within
the ledger, its current trustworthiness value indicates the participant’s
probability to be selected as a reference by any other participant en-
tering the debate. Being allowed to enter the ledger is conditional
on expressing an assessment of a node provided by the ledger it-
self, probabilistically selected on the basis of its trustworthiness: this
operation required by an entering node expresses a proof of work.
Additionally, there is no restriction on how many assessments an en-
tering participant may want to give to existing nodes in the ledger, as
long as its trustworthiness value is sufficient to allow it. The trustwor-
thiness assessment for each participant in the ledger is dynamically
updated at each new assessment being made.

The paper is structured as follows. In Section 2 we provide the for-
mal analysis of our model: we define the ledger as a Directed Acyclic
Graph which we then associate to a group of participants to a debate.
In Section 3, we define an initial trustworthiness value, followed in
Section 4 by a dynamic assessment at any successive stage of the
ledger evolution; this provides us with a trustworthiness order which
is used in Section 5 as the base for the queue and recipient selec-
tion. In Section 6 we illustrate the implementation of the model as
an IPython/Jupyter notebook. We conclude with final remarks and
mention future research directions.



2 The Ledger
In the present work, we suggest using a partially decentralised ledger
for the verification of assessments of opinions in a public debate.
The blockchain used by Bitcoin and its descendants is a time-linear
data structure, where transaction data is stored in blocks contain-
ing a record of recent transactions and a reference to the block that
came before each such transaction. So-called miners perform a cryp-
tographic proof-of-work that once solved is referenced by the rest of
the network. The temporal succession of blocks can be modelled as a
directed flow of transactions linked together by consensus. A variant
of the standard structure is represented by block-free currencies [4],
where a directed graph of cross-verifying transactions based on the
mathematical properties of a Directed Acyclic Graph (DAG) is built
from a parent root or a child. This also forms a distributed ledger
where, in order to issue a transaction, users must work to approve
other transactions. In a DAG, each node represents an entity that is-
sues a transaction, and each edge represents a reference, or approval,
of some other transaction in a specific direction. Such graphs are usu-
ally built up from an initial parent root called the genesis transaction
and evolve according to precise rules, representing a generalisation
of Blockchain where the notion of a block reduces to an atomic trans-
action.

In our model, we interpret blocks as documents that are issued by
participants to the debate. A significant modification of the standard
blockchain model in our interpretation is the elimination of the con-
sensus requirement. In order to attach a block to the chain (i.e. to
enter the debate), every participant is required to assess (rather than
approve) a (minimum number of) block(s) issued by other partici-
pants. Such assessments can be positive or negative, and they grow
with indirect referencing to a block by its grandchildren. At each as-
sessment operation, the system archives a value for each of the blocks
existing in the chain.

The value object of the transaction in the ledger expresses each
block’s trustworthiness value. This value for each block at any given
step is obtained by a number of parameters (defined below in Section
3 for step 0, and in Section 4 for any step n+ 1 given step n) and it
depends partly from the assessment of other blocks: in this sense, the
ledger has a decentralised nature. The trustworthiness value of each
participant is also used to reflect the probability that the correspond-
ing block is selected from a queue to (re-)attach itself to the ledger;
and, at the same time, to express the probability that a block present
in the ledger is selected for assessment by the block selected from
the queue. As these aspects are centralised, the overall nature of the
ledger is only partially decentralised. The probability that a block is
selected for assessing, or for assessment, is never zero, although it
asymptotically tends to it.

We present our ledger structure as an appropriately modified ver-
sion of the Tangle [9]. We consider a graph T = (V,E), with V the
set of nodes and E the set of edges.

Definition 1 The in-degree of a node v is specified by din(v) =
]{e = (v1, v2) ∈ E : v2 = v}.

Definition 2 The out-degree of a node v is specified by dout(v) =
]{e = (v1, v2) ∈ E : v1 = v}.

Definition 3 dmis(v) = ]{v2 ∈ V | (v1, v2) /∈ E : v1 ∨ v2 = v}
denotes the number of nodes in the tangle which a node v is not
attached to.

For v1, v2 ∈ V , v1 assesses v2 if (v1, v2) ∈ E: assessments are
positive or negative and we write v1 →+ v2 for the former case,

and v1 →− v2 for the latter. Let A(u) = {v : (u, v) ∈ E} be
the set of nodes assessed by u. If there exists a covering chain u =
v0, v1, . . . , vk = v such that vj ∈ A(vj−1)∀j = 1, . . . , k forming
a directed path between them, we say that u indirectly assesses v,
meaning that it is possible to proceed from an assessment by u to an
assessment of v.

The set {T } of graphs of interest to us is such that each graph
T ∈ T is finite and with outbound edge multiplicity at least 1 and
with maximum outbound edge equal to the number of nodes present
in the tangle (minus the current node), i.e.

∀v ∈ V, 1 ≤ dout(v) ≤| V − 1 |
Moroever, there exists a genesis root ρ ∈ V such that any other

node v ∈ V assesses ρ (directly or indirectly), i.e. there is an oriented
path of assessments from v to the genesis ρ. As a result of the flow
of new assessments, the tangle grows in time, i.e. for any two times
0 ≤ t1 < t2, VT (t1) ⊂ VT (t2) and ET (t1) ⊂ ET (t2). Each
node v1 entering T chooses at least one node v2 to attach, up to
possibly all of them, so that each node unites to the set of vertex and
edge points of T . As there are no cycles, that is paths of the type
v = v1, . . . , vk = v for any v and k, but since there is no restriction
as to a node v1 ∈ T re-entering the same graph at a later stage,
we consider a new instance v′1 of v1 to all effects and purposes as
a new node. This also means that previous assessments of v1 do not
need to be confirmed by v′1: i.e. it is possible that v1 →+ v2 and
v′1 →− v2. This is intended to express the possibility of revising
assessments, i.e. assements are possibly non-monotonic operations.
In view of assessments for a node v, the following hold:

Definition 4 The set of incoming edges with positive assessments is
denoted d+in(v) = ]{e = (v1, v2) ∈ E : v2 = v, v1 →+ v2}.

Definition 5 The set of incoming edges with negative assessments is
denoted d−in(v) = ]{e = (v1, v2) ∈ E : v2 = v, v1 →− v2}.

3 Initial Trustworthiness Assessment
Participants to the debate are expressed as elements of a set S =
{S, S′, S′′, . . .} associated with elements in V , denoted as S . v.
Our aim is to define an order relation ≤ over S × S expressing the
participants’ trustworthiness. We define trustworthiness as a function
over three parameters: popularity, knowledgeability, and reputation.
Each parameter is calculated as a property of the graph.

Definition 6 (Popularity) For each S . v, its popularity is intended
as the number of sources that refer to S. Expressed in terms of the
associated vertex in the graph, the popularity of v at stage 0 is com-
puted simply as

p0(v) =
din(v) + 1

din(v) + dmis(v) + 2

Definition 7 (Knowledgeability) Knowledgeability expresses the
number of sources to which S refers. In terms of the associated
graph, we denote the knowledgeability k(v) at stage 0 as the inverse
of p(v), computed as

k0(v) =
dout(v) + 1

dout(v) + dmis(v) + 2

Definition 8 (Reputation) Reputation at stage 0 is expressed as the
proportion of positive assessments and the total number of assess-
ments. For the associated graph, this is computed as



r0(v) =
d+in(v) + 1

d+in(v) + d−in(v) + 2

The three dimensions of popularity, knowledgeability and reputa-
tion establish a generic computable metric on the trustworthiness of
a participant S:

Definition 9 (Initial Trustworthiness) A participant’s S . v trust-
worthiness at stage 0 is computed as

t0(S) = (φ(p0(v)), ψ(k0(v)), ξ(r0(v)))

with φ, ψ, ξ appropriate weights on the parameters.

The choice of φ, ψ, ξ is contextual, as it determines the (relative)
role that each parameter has in the computed value of t(S), e.g. to
stress knowledgeability as more important than popularity, or reputa-
tion as more relevant than knowledgeability. Fixing these parameters
to 1 provides the basic average evaluation with all equivalent values.
In this latter case, i.e. when no external criterion imposes priority
over one parameter over the other, their initial value is set to 0.5.

The above computation of t(S) for each S is at the initial stage
0 of the ledger, where all participants receive equal probability to
be selected for entering and thus expressing their opinion. The first
selected participant S . ρ. The selection of the next S′ . v′ induces a
dynamic trustworthiness assessment.

4 Dynamic Trustworthiness Assessment
At the next stage 1, after the root or genesis has been selected and the
discussion is triggered, all remaining participants still have an equal
probability of being selected: once the selection of one participant
in the queue is performed, its assessment of the current topic (i.e.
a weighted edge to the root ρ) will induce a novel trustworthiness
assessment.

Popularity, i.e. the number of other participants referencing a
source S, should be considered independent of the trustworthiness
value of referencing sources: one can compute popularity as a mea-
sure of how much S’s opinion is commented upon, rather than de-
pending on whom comments. Instead, knowledgeability and reputa-
tion should clearly be parametrized at stage n of the ledger on the
trustworthiness value of the assessed participants at stage n− 1.

We denote with tn(out(S)) for some S . v, the trustworthiness
at stage n of any S′ . v′ ∈ T such that v →+/− v′. And we denote
with tn(mis(S)) the trustworthiness at stage n of any S′ . v′ ∈ T
such that (v, v′) /∈ E.

Definition 10 (Knowledgeability at stage) kn(v) is computed as
follows:

kn(v) =

∑
tn−1(out(S)) + 1∑

tn−1(out(S)) +
∑

tn−1(mis(S)) + 2

We denote with tn(in+(S)) for some S .v, the trustworthiness at
stage n of any S′.v′ ∈ T such that v′ →+ v and with tn(in(S)) the
trustworthiness at stage n of any S′ . v′ ∈ T such that v′ →+/− v,
i.e. where v′ assesses v either positively or negatively.

Definition 11 (Reputation at stage) rn(v) is computed as follows:

rn(v) =

∑
tn−1(in

+(S)) + 1∑
tn−1(in(S)) + 2

Now trustworthiness at stage n ≥ 1 is denoted as tn(S) and com-
puted as follows:

Definition 12 (Dynamic Trustworthiness) A participant’s S . v
trustworthiness at stage n ≥ 1 is computed as

tn(S) = (φ(pn−1(v)), ψ(kn−1(v)), ξ(rn−1(v)))

with φ, ψ, ξ appropriate weights on the parameters.

5 Queue and Assessment Recipient Selection
On the basis of the trustworthiness assessment, we establish a corre-
sponding order on S:

Definition 13 (Trustworthiness Order) For any S, S′ ∈ S, S ≤tn

S′ at stage n if and only if tn(S) ≥ tn(S′).

The trustworthiness order establishes the probability of v / S to
be selected among all nodes in v, v′ ∈ T for assessment by the next
node v′′ entering T : this simply means that each assessing node v′′

selected from the queue will receive with the highest probability from
the ledger the task to assess the node v with the highest trustwor-
thiness, while v′′ can decide to assess additionally any other node
v′′′ ∈ T .

Moreover, the trustworthiness order also establishes the probabil-
ity of v′′ to be the next node selected from a queue for assessing a
node in T ; this is the case both whether v′′ is already a node in T , or
not. Note that for the dynamics of the tangle evolution, at each stage
the trustworthiness of a node v ∈ T diminishes (as a function of
its diminished knowledgeability), although this is possibly countered
by an increasing reputation: this makes it difficult for a node with
the highest probability to be selected for assessing to be the same
node with the highest probability to be selected for assessment, i.e.
v = v′′.

We now explain how the queue to enter the ledger is formed
and how selection is performed. Consider a trustworthiness order
S ≤tn S

′ ≤tn , . . ., for all v, v′, . . . ∈ T such that S . v, S′ . v′, . . .
at some stage n of T . Denote with len(≤tn) the length of the list ex-
pressing this trustworthiness order, and fix a maximum value m for
it, which expresses how quick the refresh update of the ledger should
be. At each instance of the queue such that len(≤tn) = l < m,
there is a S . v, with v ∈ T which can be extracted from ≤tn with
probability equal to normalized tn(S). Since probabilities need to
sum to one, we normalize the trustworthiness values, whose sum is
not necessarily one. Fix a maximum time t such that len(≤tn) = m
at t and if extraction has not happened at any t′ < t, it happens at t.
This procedure is summarised as follows:

while (t<t_max):
if (request_assessment(x)):
add_queue(q,x)
result = extract(q)

min(t: |q|==m, t_max)

6 Implementation
A first demonstration of the infrastructure proposed is described
here through a demo implemented as an IPython/Jupyter notebook,
available at https://colab.research.google.com/
drive/13ik9BjApgj34AsxCb2xHq-nEuaKuMZuR. The
demo is structured as follows:



• the ledger is modeled as a networkx DiGraph (directed graph);
• each edge captures both its weight (assigned either value +1 or

value −1 as to signify a positive or a negative assessment), and
the ‘step’ that edge represents with respect to the ledger evolution:
every time an edge is added, the step is incremented;

• four functions are provided to compute: knowledgeability, popu-
larity, reputation, and trustworthiness of a node at time t.

In the initial demonstration, we introduce a few simplifications and
limitations:

• the demo is designed to handle a single user, so the network inter-
actions are simulated;

• the demo starts with an existing network of assessments, and with
a non-empty queue of assessment requests;

• when the user requests the possibility of assessing a given node,
he is added to the queuing list;

• assessment requests comprise the user identifier, the identifier of
the node to be assessed, and the value of the assessment, and are
collected through IPython widgets. For the sake of simplicity, in
this demo we do not validate user input, although we plan to do
this in a future version of the demo;

• nodes are drawn from the queue with a probability corresponding
to their normalized trustworthiness value (i.e. the trustworthiness
of each node is divided by the sum of all the trustworthiness values
of the nodes in the queue);

• if the node drawn is the node representing the user, the demo will:

– draw a node to be assessed among those present in the network,
each with probability corresponding to its trustworthiness;

– ask the user to assess the selected node (i.e. assign value +1 or
−1) and record the assessment as a new edge;

– collect additional assessments the user wants to provide;

– once the assessment is recorded, the request is removed from
the queue;

• otherwise, the demo will generate a simulated edge representing
the assessment given by the selected node, which will be removed
from the queue.

Both the node added by the user and those already present in the
queue will be added to the network, in an order that depends on the
drawing results. Fig. 1 shows the result of an iteration of the demo.

7 Discussion and Future Work
In this paper, we have introduced a partially decentralised ledger for
trustworthiness assessment apt for the modelling and validation of
online debates. The goal of the ledger is:

• firstly, to collect trustworthiness assessments performed by each
individual node, and store them for future memory;

• secondly, to evaluate at each stage the current overall value for the
topic debated in the ledger.

The ledger promotes those nodes that show higher trustworthiness,
giving them higher priority both among the assessors and among the
assessed nodes. However, such priority does not prevent less popu-
lar voices to be heard: nodes with low trustworthiness level have a
lower probability to be considered, but this probability is never zero.
The trustworthiness of a node is computed as a combination of three
quality dimensions that aim at capturing the authoritativeness of the

Figure 1. Screenshot of one iteration of the demo. First, we present the
current status of the network. Then, we ask the user for input about which

node she represents, which node she wants to assess, and how. This request
is added to the queue. Assessment requests are then randomly picked from

the queue, and the two resulting network updates are shown.



node, namely its knowledgeability, popularity, and reputation. These
dimensions are meant to capture different aspects regarding the trust-
worthiness of the node.

While malicious nodes can attack our system, their effectiveness
is hindered by the complexity of these dimensions. For example, a
group of nodes can form a claque in which they keep assessing pos-
itively each other and they do not assess other nodes: then, while
their reputation will rise, their knowledgeability will remain low. To
compensate for the loss in knowledgeability, these nodes may give
negative assessments to nodes outside the claque, thus contributing
to a rise in the popularity of these nodes. In any case, if nodes out-
side the claque do not assess those inside it, the popularity of the
latter ones will remain low.

We foresee a number of extensions for the work presented in this
paper. First, the procedure for selecting which node is authorized to
assess and which is assessed can be decentralised, thereby obtaining
a model that avoids the current centralization of these procedures.
Second, the currently minimal implementation should be expanded
and an extensive evaluation of the model proposed should be run.
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