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Abstract. When individuals form their opinions in a social net-
works, e.g., they decide for whom to vote, some interested actors,
e.g., political parties, may be able to swing a significant proportion of
them by strategically controlling the influence network, therefore dis-
torting the overall outcome. Here, we investigate whether a recently
proposed metric, influence assortment, is able to predict voters’ skew
on networks exhibiting community structure, i.e., made of highly in-
terconnected components, and therefore resembling real-world in-
teraction. Focusing on the case of 2-party elections, we extend the
basic model of caveman graphs to a richer graph family that has
community-like degree distribution and displays levels of homophily,
i.e., where connections and opinions are highly intertwined. We show
that across the family of caveman graphs influence assortment is not
informative; it either has negligible or, in the case of isolated cliques,
analytically zero correlation with the outcome of the influence dy-
namic processes in the community structured graphs.

1 Introduction

The aggregation of people’s differing views into a joint, collective
decision has been with humans for millennia, since they evolved
as social creatures. However, while there was certainly awareness
of the social aspects of decision-making since at least the an-
cient Greeks [29], most research into decision-making processes has
tended to leave aside social aspects [11]. As the research in the social
sciences has touched upon collective decision-making issues (e.g.,
social norms and constitutions [16]), the role of social dynamics in
shaping decisions has become more and more evident and has re-
ceived growing attention in the computational and game-theoretic
communities as well [1].

The multi-agent systems community, in particular, has introduced a
computational treatment of social dynamics in existing voting mod-
els (e.g., Tsang and Larson [40], building on top of the iterative vot-
ing model), but has also injected fresh ideas and concepts into clas-
sical social choice. For example, the investigation of how opinions
spread in a social graph led to the discovery of novel possibilities
to manipulate [4], allowing malicious attackers to strategically use a
network and increase their power [26, 12].

Recently, political developments have brought to the fore such ma-
nipulations, both “accidental” (i.e., stemming from the underlying
network structure) [28, 23], as well as those led by the influence of
malign actors [38, 10]. A recent contribution to this literature has
been made by Stewart et al. [39], which demonstrated how a static
graph-theoretic metric, influence assortment, is highly predictive of
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how influence dynamics will impact the result of an election, turn-
ing minority views (with well-placed supporters) into strong majori-
ties.

More specifically, Stewart et al. [39], through computational simu-
lations of a voter model, alongside social network experiments with
human subjects, found strong correlations between the outcome of a
voter dynamic and their proposed metric. These results suggest that
overall positive influence assortment (what they call influence gap)
is a good predictor of information gerrymandering4, i.e., the fact that
a party advantage is due to the strategic positioning of its electorate.
Undoubtedly, a metric that allows us to forego a complex equilib-
rium calculation/simulation is an important computational tool, sig-
nificantly simplifying the analysis of the opinion diffusion dynam-
ics. Moreover, it can allow for a clearer view of the possibilities and
strategies of manipulation.

However, the results of Stewart et al. [39] are based on a number of
constraining assumptions, notably the fact that the analysis is limited
to regular graphs of small degree – each node has three incoming
and three outgoing edges. The main goal of this paper is to exam-
ine whether their metric’s usage can be expanded beyond this fairly
narrow family of graphs to more realistic-looking graphs. In partic-
ular, we focus on graphs which are characterized by the presence of
community structures [24, 20], allowing for phenomena such as echo
chambers and homophily [6, 40]. These are well established patterns
of real-world social networks and should, in our view, be accounted
for by any reasonable model of how collective decisions are affected
by social influence, see for example the observations on how Ameri-
cans are sorting themselves into partisan communities [8].

In order to do so, we introduce a family of graphs – relaxed caveman
graphs – which builds on the classical caveman graph structure, a
collection of loosely and rigidly interconnected cliques, to introduce
more variance and reality-resembling interactions, varying the con-
nections as a noisy function of the degree of homophily. We calcu-
late the influence gap for these graphs and show how the homophily,
degree and the rewiring possibility interact to produce a rather un-
expected shape. We then examine, using simulations, the influence
gap value compared to the ultimate voter skew according to Stew-
art et al.’s [39] opinion diffusion model. We see that the influence
gap measure correlates very weakly with the voter skew, meaning
that from the initial state of the influence network one cannot rea-
sonably predict the outcome of the voter game, countering Stewart et

4 This is, in our view, a problematically-phrased term, but we cite it as it
appears in Stewart et al. [39]. Gerrymandering involves a conscious attempt
to give to an opinion more representation or power than it deserves, while
in this case it does not have to be conscious or intentional. Moreover, the
equivalence between information and the social network is not trivial at all.
In any case, for our use these issues are irrelevant, and we do not use the
term.



al.’s [39] results, at least for graphs that exhibit some form of com-
munity structure.

Other Related Literature Discussion of how opinions and ideas
spread in society flourished as a research field since Rogers’ [36]
seminal work, which introduced many of the concepts still un-
derlying the field. Since then, research expanded to cases where
agents have limited information [18, 30], including on graph struc-
tures [9, 33]. There was a particular focus on “information cas-
cades” or “herd mentality”, when choices are made sequentially, both
when there is a ground truth [7, 34, 19], or when there is no such
thing [3, 43]. We use this assumption that people wish to conform to
their surroundings in this paper as well.

A closely connected avenue of research concerns opinion diffusion
models, where agents’ are recipients of social influence and opinions
spread in a network. Research on this has been both empirical [14]
and theoretical [27, 25] (see overviews in Mahajan et al. [41] and
Young [44]), including attempts to find influential nodes in the social
graph [31]. Computational models of opinion diffusion have looked
at the fixed-point properties of the graph dynamics, in connection
with consensus formation [5] and its complexity [15]. An important
stream of research has looked at how to control opinion diffusion
by external intervention, for example through bribery [12] or false-
name attacks [13], which is closely related to the view we are taking
here.

Paper Structure. In Section 2 we introduce our setup and the ba-
sic graph-theoretic terminology, in particular the model of caveman
graphs. In Section 3 we present relaxed caveman graphs and our pro-
posed homophilic extension, together with the algorithms to control
the homophily level and the rewiring probability. We also present
some analytical considerations on the computation of the influence
gap in such graphs. Section 4 introduces the opinion diffusion dy-
namics, measuring the predictive power of influence assortment in
our models. We conclude in Section 5 presenting various follow up
research ideas.

2 Preliminaries

Our social graph is defined by a structure G = (V,E) where
V = {1, 2, ..., N} is the set of nodes, our agents, and a set of
undirected edges E, that signify a social connection/acquaintance.
Over this graph we overlay a partisan structure: parties are P =
{P1, ..., P|P|}, and each node is associated with a particular party
by a function p : V → P . The number of initial voters for each
party is {Q1, ..., Q|P|}, and each node n ∈ V sees a fraction ∆n of
its connectionsN (n)∪ n voting for its party p(n). Influence assort-
ment [39] is, intuitively, the relative advantage of a party against its
rivals and acts on three different levels:

Node On the level of a single node n, denoted by an.

Party On the level of a party P , denoted by AP .

Global On the entire graph, denoted by AI .

As many previous contributions on opinion diffusion, particularly in
political contexts, have done, we shall focus on 2-party / 2-opinions
settings and we shall commonly refer to the parties as colors – red vs.
blue parties. The case with more than 2 parties remains a challenging
and important follow-up research direction.

The influence gap IGP between two parties is the difference in
party assortments of P and its rival, henceforth red and blue respec-
tively.

The following table defines these notions formally. Note the use of
the Kroneker delta δi,j , which is 1 if i = j and 0 otherwise.

an =

{
∆n ∆n ≥ 1

2

−(1−∆n) ∆n <
1
2

(1)

AP =
1

Q

∑
n∈V

anδp(n),P (2)

IGP = AP −AP ′ (3)

AI =
1

N

∑
n∈V

an (4)

We first focus on graphs that have community structure, restricting
party assignment to be independent of the underlying graph. This,
notice, is in contrast with real-world systems, where the party assign-
ment and graph structure are highly intertwined [8, 6]. We shall relax
this restriction later on, when studying our random graph generation
models.

Throughout the paper we focus on the case of a strong party assign-
ment (SPA), following Alon et al. [4], when each party is assigned
exactly half of the nodes. This guarantees that no party is given an
unfair initial advantage in terms of influence gap. Instead, only their
relative position in the graph topology matters and this shall be cho-
sen at random. We discuss weak party assignment in the section on
future extensions.

2.1 Caveman Graphs

A caveman graph G = (V,E) is formed by taking a set of l isolated
cliques each of size k, removing one edge per clique and rewiring it
to a node in an adjacent clique along a central cycle [42].

Let us denote a clique5 c ⊆ V = {1, . . . , N} to be a subset with
k elements. Let xc be the number of nodes of one party, henceforth
call it the red party, belonging to clique c. Since we use strong party
assignments,

∑l
c=1 xc = N/2. Similarly, we denote by x̃c the ran-

dom variable associated with the number of red nodes in clique c.
Since our party assignments are random, all x̃c have an a priori hy-
pergeometric distribution with N total nodes, k success states in the
population (i.e. the size of a clique) and N

2
draws.

P(x̃c = x) =

(
k

x

)(
N − k
N
2
− x

)/(
N
N
2

)
(5)

If we have knowledge of all cliques up to a point, x1, . . . , xi, then
this restricts possible values for xi+1 and hence the conditional dis-
tribution for x̃i+1 is a hypergeometric with modified parameters. For
example if l = 2 then knowing x1 fully restricts x2 = N/2 − x1
where N is the total number of nodes. For i < l − 1, the probability
mass function for x̃i+1 conditioned on realisations in the previous

5 In fact, we can relax ’clique’ here to any subset of V , as the distribution of
red nodes is independent of edges.



communities {x1, . . . , xi} is given by

P(x̃i+1 = x|x1, . . . , xi) =
(
k

x

)(
N −Xi − k
N
2
−Xi − x

)/(N −Xi
N
2
−Xi

)
if k ≤ N

2
−Xi

δ(N
2
−Xi − x) otherwise

(6)

Where Xi ≡
∑i

j=1 xj and δ(·) is the Dirac delta, which is 1 iff its
argument is 0 and 0 otherwise.

The number of red nodes of the final community xl is fully restricted
by knowledge of all the other communities and as such has a de-
generate distribution, in other words has a single-peaked probabil-
ity.

P(x̃l = x|x1, . . . , xl−1) = δ(
N

2
−Xl−1 − x) (7)

Noticing this is important, because it highlights that, despite the
SPA on the whole graph, observing any one - or few - commu-
nity/communities may not give equal partisan representation. This
also suggests that when inter-community dynamics are faster than
intra-community dynamics6, the opinion diffusion model will be
dominated initially by meso-scale interactions which themselves
may be dominated by an initially unequal voter split.

3 Relaxed-Caveman Graphs
Caveman graphs are structured collections of cliques encoding a very
basic form of community-structure formation without showing inter-
esting variety. A relaxed caveman graph is a modified version of this,
whereby the edges are rewired with some given probability. Con-
cretely, given a probability p and iterating over all edges of a cave-
man graph, an edge (u, v) is rewired as (u, x), for u, v, x ∈ V [21].
This model provides a rich and intuitively clear set of communities,
without the need to rigorously define the concept of community itself
or to delve into the plethora of community detection [21, 37, 2] and
generation [32] methods.

It is important to observe that relaxed caveman graphs rewire the
edges of the original caveman graph without looking at party as-
signment. This means that, effectively, the resulting graph, although
exhibiting a rich community structure, abstracts away from the re-
lation between connections and opinions, which is typical of real-
world networks [8, 6].

To address this issue, we propose a modification to the relaxed cave-
man graph as the homophilic-relaxed-caveman (hRC) graph model in
a similar fashion to the homophilic Erdős-Rényi and Barabási-Albert
graphs of Tsang and Larson [40]. This allows us to generate synthetic
graphs with communities where the graph structure is dependent on
the party assignment, following the observed behavior [8] that people
tend to cluster with people who share their views.

Below we outline the algorithm to generate the hRC graph, starting
from a regular caveman graph G = (V,E). It becomes hRC graph
GhRC

P (l, k, p0, h), with l communities, each of size k with rewiring
probability p0 and homophily factor h. The homiphily factor indi-
cates how likely is one to have an edge to a different agent with the
same partisan views.

6 For example this may arise due to a small number of or, in the case of
weighted networks, low-weighted intra-community edges.

Note that, unlike the caveman graph, there is now an explicit require-
ment for a party assignment p : V → P , such that party assignment
is a prerequisite to creating the final graph.

Algorithm: Homophilic Relaxed-Caveman Graph

1. Initialise G as a caveman graph with l cliques each of size k
2. for (u, v) ∈ E:
• Choose at random an x ∈ V, x 6= v
• if p(u) is p(x):

– Rewire (u, v) as (u, x) with probability p̃ = p0h
• else:

– rewire (u, v) as (u, x) with probability p̃ = p0(1− h)
3. return G

Our model has functionally only two parties, and communities are
equally sized and initially present independently of party assignment.
Rewiring is then used to correlate the two, as a function of the ho-
mophily and rewiring factors. We note once again how these restric-
tions can easily be lifted to richer models, but are appropriate for the
present context.

We highlight two important subclasses of the hRC model:

• For h = 0.5 we recover the relaxed-caveman graph with rewire
probability p = p0/2 since a node is equally likely to be rewired
to its party as it is to the opposing party, but with probability p0/2.

• For high values of p0 nodes from different communities inter-
mingle sufficiently enough that the community structure begins
to fade. Using classical community detection [21, 37], such as
modularity-based methods [35], may be necessary in order to
reestablish the presence of communities. This becomes problem-
atic quickly due to the wide variety in the definition and detection
of “community” [37].

3.1 Influence Gap of Caveman Graphs

Here we illustrate a general procedure to compute the influence gap
in (relaxed-)caveman graphs which we use in our results. We point
out that this procedure can be extended to any party assignment, i.e.,
this holds even when parties do not have equal representation. For
low rewire probabilities the results can be extended further to relaxed
and homophilic-relaxed caveman graphs by considering the effects
of a small number of rewired edges as perturbations.

First, consider a graph of precisely l cliques each of size k. Even
though we generally assume strong assignment in this paper, this
analysis holds when party assignment is not strong: in general, for
parties blue and red with B and R nodes respectively, it may be that
B 6= R.

For a red node i in clique cn, the proportion of red nodes it sees in its
surrounding is exactly ∆i = xn/k as it sees all of the nodes inside its
clique by definition, and this is true for all red nodes inside cn. The
influence assortment of any red node in cn is similarly equal, so that
ai = aj for all nodes i, j ∈ cn; the sum of influence assortments
over all red nodes in cn is therefore xnai.

Once all xn are known, we can reorder the labelling of cliques n such
that x1 ≥ · · · ≥ xl. As such ∃M ∈ {1, . . . , l}, xM ≥ 1/2 > xM+1,
so thatM is the number of cliques in which red hold a weak majority
and cM is the last clique where this is true. Finally this allows us to



calculate the influence assortment of the red party, AR.

AR =
1

R

∑
i,p(i)=red

ai

=
1

R

(
M∑

n=1

(
xn
xn
k

)
+

l∑
n=M+1

xn
(xn
k
− 1
))

=
1

R

(
l∑

n=1

x2n
k
−

l∑
n=M+1

xn

)

=
1

R

(
l∑

n=1

x2n
k
− (R−XM )

)

AR =
1

R

(
l∑

n=1

x2n
k

+XM

)
− 1 (8)

We can find the equivalent for the blue party by making two obser-
vations. First, the influence assortment of any blue node i ∈ cn is
bi = −aj for a red node j ∈ cn. The second, is that the number of
blue nodes in clique cn is yn = k − xn hence the number of blue
nodes up to clique cn is Yn ≡

∑n
m=1 ym = nk −Xn.

Assuming y1 ≤ · · · ≤ yl, in a similar fashion to M ∃M ′, yM′ <
1/2 ≤ yM′+1 which thus restrictsM ′ ≤M . The first clique that blue
holds a weak majority is cM′+1 so that M ′ is the number of cliques
where blue is strictly a minority or equivalently where red is strictly
a majority. Furthermore since M is the number of communities in
which red holds a weak majority and M ′ is the equivalent for strong
majority, we note that in cliques cM′+1, . . . , cM the red party has
exactly half of the nodes in the clique, i.e. xn = k/2 for n ∈ {M ′ +
1, . . . ,M}.

Therefore following similarly from the red party, the influence as-
sortment of the blue party, AB , in terms of red counts is as fol-
lows.

AB =
1

B

∑
i,p(i)=blue

bi

=
1

B

(
M′∑
n=1

−xn
kn

(k − xn) +

l∑
n=M′+1

(
−xn
k

+ 1)(k − xn)

)

=
1

B

(
l∑

n=1

(x2n
k
− xn

)
+

l∑
n=M′+1

(k − xn)

)

=
1

B

(
l∑

n=1

x2n
k
−R+ (l −M)k − (R−XM′)

)

AB =
1

B

(
l∑

n=1

x2n
kn

+XM′ +N − 2R−M ′k

)
(9)

Finally this gives us an expression for the influence gap IG in favour
of the red party for a general set of l isolated cliques, under any party
assignment, noting that N = B +R = lk.

IG =
XM

R
− XM′

B
+
B −R+M ′k

B
− 1

+
B −R
RB

l∑
n=1

x2n
kn

(10)

In the case of a strong party assignment, B = R = N/2, we can
constrain M and M ′ by noting that there must be as many strict red
majorities as strict blue minorities M = l −M ′.

IG =
2

N
(XM −XM′) +

2M ′k

lk
− 1

=
2

lk

M∑
n=M′+1

xn +
2M ′

l
− 1

=
2

lk
(M −M)

k

2
+

2M ′

l
− 1

=
M +M ′

l
− 1

IG = 0 (11)

Strong party assignments on isolated cliques thus present a case for
which influence gap can fail to predict the outcome of a voting game,
counter to Stewart et al. [39]. It is worth noting, however, that com-
pletely isolated communities are somewhat artificial and unrealistic.
Instead, relaxations of these graphs present a more realistic model of
social networks while having non-zero influence gap.

3.2 Influence Gap of Homophilic
Relaxed-Caveman Graphs

In this section we show how the influence gap is distributed in
homophilic relaxed-caveman graphs. To do so we generated hRC
graphs across the entire range of homophily and rewire probability.
Due to the random nature of the model, for any given set of param-
eters h and p0, we produced 10,000 graphs and found the mean of
their influence gaps, towards whichever party had the higher influ-
ence assortment7.

We find that across all values of h, influence gap increases monoton-
ically with the rewire probability p0, that is any cross-section in h of
Figure 1 is monotonic in p0. This is consistent with our results on
non-relaxed caveman graphs (Equation 11), in which the influence
gap was 0 (the effects of homophily are irrelevant for such low p0
values, since these graphs are statistically indistinguishable from the
equivalent relaxed-caveman).

The relationship to homophily, however, is more complex, particu-
larly when the community structure is less apparent, as with high
p0 value. Specifically, the influence gap is asymmetrically unimodal,
with a peak at around p0 = 1 and h = 0.3. Notice that this means
parties are better off when the likelihood of forming a community
between the party members is lower than with the opposing party.
This asymmetry, we believe, is in large part due to the definition of
influence assortment for a node. The maximal value of the influence
gap is reached when every node “community” is divided equally be-
tween parties. This means that one’s surroundings have to be just
slightly in support of the opposing party, so that the voter’s prefer-
ence itself makes it into an exact equality. Modifying the definition
in Equation 1 to a strict inequality should make the graph symmetri-
cal.

4 Network Dynamics
In this section we examine whether the findings of Stewart et al. [39]
still hold when communities are present. Our conclusion is not posi-

7 This therefore represents the ability for either party to open an advantage
over its opponent, not for a specific one.
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Figure 1: A surface plot of the mean influence gap for the party with higher influence, across different homophily factors h and a range of
rewire probabilities p0. Each point is measured from 104 party assignments each generating a single graph.

tive, as we observe that the initial influence gap correlates poorly with
the voter skew at the end of a voter game. We reproduce the exper-
imental setup of their simulated game, using the same behavioural
model, on the relaxed-caveman and homophilic relaxed-caveman
graphs discussed in Section 3.
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Figure 2: Example time series of a voting game, using the behavioural
model of Stewart et al. [39] on a homophilic relaxed-caveman graph
with rewire parameter p0 = 0.3 and homophily h = 0.3. The two
parties initially have equal vote share but eventually the red party ac-
complishes the super-majority of V = 0.6 to win (the dashed lines
are V and 1−V ). The vertical dotted line at t∗ represents the transi-
tion between early and late phases of the game.

For N voters, half are assigned to the red party and the other to
the blue one, and all are placed in an influence network. That is, a
voter’s knowledge is restricted to a subset of the entire graph, only
being aware of the voting intentions of their neighbours as well as
their own, serving as a form of poll, to which they wish to conform.
The game lasts for a fixed amount of time, during which players can

change their voting intentions synchronously8, and at the end of the
game the winning party is the one to hold a super-majority above a
threshold V > 0.5, otherwise a deadlock arises. Stewart et al. [39]
developed a stochastic behavioural model of voters, informed by the
social experiments with human subjects who were given pay-offs de-
pending on the success of their assigned party. At any given time, a
voter will vote for their assigned party with a probability that de-
pends on a) what their surroundings predict will happen (win, lose
or deadlock) and b) the stage of the game (early or late); in other
words for each individual, there exists a family of six parameters
pij , where i ∈ {win, lose, deadlock} is the poll’s prediction and
j ∈ {early, late} is the stage of the game, that are precisely these
probabilities.

Since voters are not a homogeneous bunch and will have different
strategies, each parameter is sampled from the empirical distribu-
tion of the social experiment. For example almost all human subjects
stuck to their party regardless of their polls in the early stage while
around half flip in the late stage, when facing a loss. Thus while pij
is a random variable which has an empirical distribution, for each
voter v a set of 6 parameters pvij are realisations of the random vari-
ables.

4.1 Experimental Setup

Each simulation of the voter game runs for 240 seconds that starts
with the early phase of the game and transitions to the late phase
after 83 seconds (both times chosen to be consistent with the social

8 Note this difference from the iterative voting model, used by Tsang and
Larson [40], in which every voter updates apart from the others. This is
more akin to the update mode of Alon et al. [4].



experiments [39]). The N = 20 voters are assigned a party – 10 are
assigned red while the other 10 are given the blue party – and then are
placed in a graphG generated from a choice of two graph models. In
particular we chose the relaxed-caveman with rewire parameter 0.3
and the homophilic relaxed-caveman with rewire parameter 1 and
homophily factor 0.3, corresponding to the peak in Figure 1.

During the game, every 3.3 seconds a voter, v, can update their in-
tention, with probability pvij , which are sampled from the empiri-
cal parameter-distributions found from the human social experiment
[39]. In total for a single simulation N samples are taken from 6 dis-
tributions each. After 240 seconds have elapsed the vote share across
the entire graph is measured.

In total 105 simulations were repeated on relaxed-caveman graphs
and another 105 were done on the homophilic relaxed-caveman. For
each simulation, the influence gap is measured at the start – before
the dynamics occur – and then compared against the voter skew seen
at the end of the game.

4.2 Results
An example of a time series produced by a simulation is shown in
Figure 2. The different sections of the plot, partitioned by dashed
and dotted lines, represent different strategies. For example in the
early phase (t < t∗) both parties are in deadlock and as such an
agent will vote for their assigned party with probability pagent

deadlock,early.
The convergence of a time series is not a necessary requirement be-
cause, as in the original social experiment, the game finishes after
240 seconds.

Our main results are shown in Figure 3. For both relaxed- and
homophilic relaxed-caveman graphs influence gap correlates very
weakly with the voter skew, meaning from the initial state of the
influence network one cannot reasonably predict the outcome of the
voter game. This is counter to the results of Stewart et al. [39] that
showed a strong correlation on small hand-built graphs and on large
scale-free networks. We posit therefore that the presence of commu-
nities affect the dynamics sufficiently strongly that the metric per-
forms poorly in its predictive role.

5 Discussion and Possible Extensions
We have proposed a novel graph model, the homophilic relaxed-
caveman, as a means to generate synthetic graphs with communities
which may exhibit echo-chambers. Starting with the recently pro-
posed metric of influence assortment as predictor of voters’ skew in
dynamic opinion formation models, we have provided algorithms to
compute it in our graphs. Moreover, we have shown that for some
graphs families it does not work well, it fails in its role as a predic-
tive measure as first intended.

Our results pave the way to a number of research avenues. We present
some here, starting from the most immediate ones.

Alternative Metrics Having established cases where influence as-
sortment fails, it raises the question can other metrics do better? In-
stead of the assortment of Equation 1, is there some other metric that
assigns nodes some importance within a context of influence dynam-
ics, an influence centrality say.

Measures like the eigenvector centrality, which is based on random
walks, present potential avenues. For example spectral properties of

either a deterministic version of the dynamic voter model or of an ad-
jacency matrix that incorporates party affiliation may provide some
predictive utility.

Weak Party Assignment On party assignments, the current work
has concentrated on strong party assignments. How are the results
affected by an initial voter skew? In particular for the homophilic
relaxed-caveman, to what extent does it diverge from the analytic
results of Section 3.1 and differ from the statistical results of Sec-
tion 3.2.

A weak party assignment (WPA) is one in which every voter has
probability 1⁄2 to be assigned to one party or the other. On average,
this creates equal amounts of red nodes as blue, however any sin-
gle realisation can be dominated by one party. Consider for instance
out of N total, the number of nodes assigned as red, X is binomi-
ally distributed X ∼ Bin(N, 1/2). The probability that the winning
party has a majority k is the probability that X is above or below the
majority threshold, bN/2c.

P(|X − bN
2
c| = k) =

(
N

bN/2c+ k

)
2− δk0

2N
(12)

When considering WPAs, careful attention must be paid to the distri-
bution of the majority (see Figure 4). We expect this to highly impact
the empirical distribution, and thus mean, of the influence gap. As an
example consider two WPAs and for each generating thousands of
hRC graphs. If in one WPA the majority was larger than in the other,
then the mean influence gap of the former should be higher.

Asymmetric rewiring. In our hRC model, the homophily level
and the probability of rewiring is the same for both parties. However
we may want to distinguish between electorates that have different
levels of approaching others. For example more open-minded voters,
who do not mind accepting connections who do not share their view,
while others are more conservative. 9

Preliminary results suggest that a party can leverage a higher ho-
mophily factor to structure the network in their favour. In Figure 5
we see that on average the red party10, which constantly has h = 1,
has a positive influence gap. In particular the greater the discrepancy
between red and blue homophily, the higher average influence gap
red can expect to have. However this strategy does not seem to be
foolproof; in the tails of the distribution of the blue party can still
bias an election enough to win.

More than two parties With two parties, influence assortment
and gap are very well-defined measures. In contrast, straightforward
multi-party extensions are not unique and the choice of one depends
on the context. Therefore, in order to generalise the model, an explo-
ration of which version works and under what assumptions is needed.
For example, does defining ai through the “net influence of the party
with the plurality of positive influence” as suggested by Stewart et
al. [39], make sense? Moreover, voters preferences may come into

9 “Conservativism” in this regard refers simply to the probability of rewiring
towards one’s same party affiliation in the hRC model. No connection to
the ideological stream of the same name.

10 Note the explicit calculation for the red party, unlike in Figure 1 where in
effect only the absolute value of influence gap is measured.



Figure 3: Simulations of the behavioural model of Stewart et al. [39] embedded on 105 graphs generated from two models. In both cases the
influence gap correlates very weakly with voter skew, having a Pearson’s ρ < 0.2, and passing a significance test with p < 10−5. Left:
for the relaxed-caveman graph with rewire parameter p = 0.3 gives rise to a Pearson correlation of ρ = 0.104. Right: for the homophilic
relaxed-caveman with rewire probability p0 = 1 and homophily factor h = 0.3 the correlation is slightly more pronounced with ρ = 0.160.
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Figure 4: Distribution of the winning party’s majority given in Equa-
tion 12 for N = 20 nodes.

play. That is, do they have a ranked list of parties, or do they have a
single favoured party?

Incorporating WPA here would add significant complexity. Unlike
the 2-party distribution in Figure 4, in the multi-party case, any single
party will have a multinomially distributed number of nodes. How-
ever an analytic expression for plurarity, similarly to Equation 12, is
not in general guaranteed. The order statistics of a multinomial dis-
tribution has been subject to brute force enumeration of all sequences
[22] to compact-representation as stochastic matrices [17].

Modelling manipulation explicitly The dynamic model has only
shown that the outcome of an election on networks with community
can be biased by the structure. However we may want to model ma-
nipulation explicitly by allowing parties to insert artificial bots, as
Stewart et al. [39] did, to influence members behaviour. Just like the
forceful agents in Acemoglu et al. [1], these can be modelled as nodes
that have a party affiliation but never update their view.
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Figure 5: Distributions of the influence gap, in favour of the red party,
for homophilic relaxed-caveman graphs with asymmetric rewiring.
Each box plot consists of 105 graphs. The red party is completely ho-
mophilic h = 1 while blue experience varying degrees of homophily.

Another way to model a conscious manipulation may be to look at
temporal networks. During an election voters may form and break
connections, to what end can a party abuse this process to garner a
larger voter share? Ultimately, we wish to understand how one can
structure a graph topology, or strategy, such that the social graph is
more robust to manipulation.

Comparison with real-world data It is important to compare the
plausibility of homophilic-relaxed-caveman model against to influ-
ence gap measurements on empirical networks. For example, us-
ing publicly available repositories such as the comprehensive MIT
Election Lab repository (https://electionlab.mit.edu/
data) we can generate social networks where nodes represent dis-
tricts and connections represent physical proximity. This would give
us a solid dataset to test against and to infer parameter values on a
larger structure, with each node being in itsefl a community.

https://electionlab.mit.edu/data
https://electionlab.mit.edu/data
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of influence through a social network’, in International conference on
Knowledge discovery and data mining (KDD), pp. 137–146, Washing-
ton D.C., (August 2003).

[32] Clement Lee and Darren J. Wilkinson, ‘A review of stochastic block
models and extensions for graph clustering’, Applied Network Science,
4(1), (Dec 2019).
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